
DMBI abstract

eyalhad

June 2019

The number of software projects and their size increase every day, while their
time-to-market decreases. As a result, the number of bugs in software projects
increase. Bugs damage the performance of software products and directly affect
their customers. Therefore, software companies heavily invest in software qual-
ity and quality-related costs can consume as much as 60% of the development
budget [1].

To maintain software quality, modern software projects include automated
tests written to check the programs’ functionality.Each test calls certain func-
tions and the set of functions invoked by a test are called the trace of the test.
Many tools and research papers use test traces to perform a range of software
engineering tasks, including test generation, bug isolation, and managing test
execution.

In test generation tools, traces are collected and used to compute cover-
age, which is the union of the sets of functions in the traces of the generated
tests. Maximizing coverage is a standard objective in popular test generation
frameworks, such as EvoSuite [2]. In bug isolation, traces are used by software
diagnosis algorithms such as Barinel [3] to localize the root cause of observed
bugs.

There are different algorithms for prioritizing tests to identify bugs. Some of
them prioritize based on information of past tests executions and their results
(pass or failed), and some of them prioritize in a more sophisticated manner –
before choosing the next test to execute they predicted tests outputs and prior-
itize based on these outputs. The simplifying assumption in those algorithms,
considering the trace of a test to be known even before the test is executed [4, 5].

The main drawback of using traces for all of the above tasks is that collecting
traces is costly in terms of computational resources and runtime. In order to
obtain the trace of a test, one must build the project and execute the test while
applying techniques such as byte-code manipulation to record its trace. All
these activities can be very costly in real-sized projects, and the size of the
resulting trace can be prohibitively large.

In this work, we propose to learn to predict the trace of a test without
executing it. This prediction relies only on static properties of the test and the
tested program, as well as previously collected traces of other tests. The first
contribution of our work is to define the trace prediction problem and model it
as binary classification problem. Then, we propose to use a supervised learning
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algorithm over traces of previously executed tests to solve this classification
problem, and suggest easy-to-extract features to do so. This is the second
contribution of this work.

One of the benefits of having a trace prediction algorithm is that it can
be used instead of real traces in software engineering tasks. We show this for
the task of software troubleshooting. In particular, we propose to integrate
our test prediction algorithm in a recently proposed automated troubleshooting
paradigm called LDP [5]. LDP aims to identify the root cause of an observed
bug, and does so by using a combination of techniques from the Artificial Intel-
ligence (AI) literature.

It uses a software diagnosis algorithm to output candidate diagnoses. If
this set is too large, LDP uses a test planning (TP) algorithm to choose which
tests to perform next in order to collect more information for the diagnosis
algorithm. Prior work on the TP component of LDP assumed that the test
planner knows the traces of the test it is planning to execute. We propose a
simple TP algorithm that can use the predicted traces instead of the actual,
costly-to-obtain, test traces. This is the third contribution of this work.

Finally, we perform a small-scale evaluation of our trace prediction algorithm
and our TP algorithm in LDP on realworld open-source projects. Results show
that while prediction quality can be improved, it is sufficiently accurate to be
used by our TP algorithm to guide LDP to troubleshoot bugs almost well as
when using real traces.
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