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ABSTRACT
Datacenter networks are a critical resource for modern life. Yet
little is known about the fundamental characteristics of their traffic
workloads. One of the clearest needs of the future Cloud infrastruc-
ture is to understand and then model the complexity of traffic traces
to evaluate efficient solutions across the board. While measurement
studies show that datacenter traffic indeed features much structure,
e.g., skewness, the availability of empirical data is severely limited,
minimizing innovation in the research community. Furthermore,
and surprisingly, we even lack formal definitions and metrics to
model a given workload’s complexity.

Our research deals with a methodology and an analytic frame-
work that tries to quantify the complexity of real-world traffic traces.
Our methodology not only allows us to measure the amount of
temporal and non-temporal (i.e., spatial) complexity available in a
trace but also to identify, for the first time, several additional dimen-
sions of complexity and draw a complete taxonomy of complexity
accordingly. Therefore, the technique enable us also to compare
different traces. In order to quantify the relative contributions of
the different complexity dimensions, our methodology relies on an
information-theoretic approach which systematically eliminates
the information contained in a given traffic trace, dimension-by-
dimension, using randomization.

As a case study, we analyze the publicly-released Facebook data
center traffic trace and use our methodology to compare various
dimensions of traffic complexity across Facebook’s Data Base, Web,
and Hadoop clusters. We further plan to apply our methods in order
to design of more efficient demand aware networks. We hypoth-
esis that these networks performance will be related to our new
complexity measures.

OUR CONTRIBUTIONS
This work proposes a new methodology to measure the inner struc-
ture of traffic traces and the correlation between their elements.
We refer to this property as trace complexity.

The key insight in our methodology is based on a fundamental
concept that compression captures the entropy rate of a traffic trace
meaningfully. The entropy rate [1] is the time density of the infor-
mation contained in a trace: the more structure that is available
in a trace, the more effectively the trace can be compressed. At
first sight, using compression as the mechanism to capture com-
plexity in datacenter traffic might seem surprising. However, our
results show a promising direction and point to the effectiveness
of compression as a technique for future datacenter traffic analysis
and planning. Moreover, compression methodologies have already
been proven successful in capturing entropy in other domains such
as email [2] or comment [3] spam filtering or to estimate neural
discharges [4].

In this work, we demonstrate that our methodology can be used
to draw a detailed picture of the different dimensions of traffic

DBWEB

HAD

DBWEB

HAD

1

2

3

4

0.770.69

0.80

0.850.78

0.92

1.00

0.45

0.75

0.60

IPs

Racks

Reference

points

0.7 0.8 0.9 1.0

0.6

0.7

0.8

0.9

1.0

Temporal complexity

N
o
n
-
te
m
p
o
ra
lc
o
m
p
le
xi
ty

Figure 1: The complexitymapof clustersDB,WEB, andHAD
(Hadoop) from Facebook for IP-to-IP and Rack-to-Rack se-
quences.

trace complexity, beyond the temporal and non-temporal axes. In
particular, we identify a novel notion of neighborhood, direction, and
frequency complexities and chart a complete taxonomy of traffic
trace complexity accordingly. To measure individual contributions
of these dimensions to the overall trace complexity, the proposed
methodology systematically eliminates the corresponding structure
in the traffic trace, one dimension at a time, using randomization.

As a case study, we analyze the state-of-the-art datacenter traffic
trace released from Facebook [5]. We show that our methodology
can be used to capture various dimensions of traffic complexity
across Facebook’s Data Base, Web, and Hadoop clusters.

While we evaluate our methodology and model in the context
of datacenter networks, the concepts introduced in this paper are
not limited to this case study but apply to arbitrary traffic traces
such as wide-area networks and mobile networks.

Additionally we introduce an intuitive graphical representation
called Complexity Map to visualize the temporal and non-temporal
complexity ratios on the 2-dimensional plane. An example of a
complexity map is depicted in Figure 1. The map essentially locates
different traces according to their complexities. For a trace, its (x ,y)
location is defined by the temporal and non-temporal complexities
ratios. The size of the traces’ marker is proportional to the com-
plexity ratio of the trace. All ratios are in the range [0, 1], allowing
us to compare different traces on the same map.
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